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Abstract

The JACK Agent Language (JAL) and its companion IDE, the JDE, were shipped as a commercial

product by AOS Group in 2018 with no further development planned. This paper documents five

extensions applied to a decompiled copy of the JDE: an embedded Claude (Anthropic API) assistant for

generating JACK code, a toolchain upgrade from Java 8 to Java 21, a source-level preprocessor that adds

Java-style generics to JAL including fully specialised plan and capability templates, a second

preprocessor layer that brings Java annotations, enhanced for-each loops, lambda expressions, and

method references into JAL source files, and JALX --- syntax that Java never had, for the agent-shaped

parts of a JACK program: inherited plan declarations and around-bodies, declared plan assumptions

readable at the meta level, beliefset queries called with named arguments and _, exists tests, and checks

for mistakes that plain JAL compiles silently. Each extension had to work around a severe structural

constraint --- the JAL compiler's grammar and rule classes exist only as obfuscated bytecode inside the

original jack.jar, and the decompiled source files the JDE project ships with are in many places empty

stubs that get overwritten at build time. This revision includes the actual code that implements each

extension, with line-level commentary on the decisions that shaped it. Version 3 adds JALX (Section 6),

evaluated on a 31-plan CoJACK application whose output is byte-identical before and after the port while

its plans shrink by a fifth, two findings about the CoJACK build pipeline that let a plan run without

cognitive moderation and without any message, a JALX section in the embedded assistant's system

prompt whose worked example is compiled and run, and named template instantiation --- #uses

BehaviorPlan<AffectEnum.RAGE, Level6NegAffectEvent, AffectEnum.VERBAL> ScreamPlan; ---

with which fifteen hand-written CoJACK behaviour plans become one template and fifteen lines, still

instrumented by CoJACK, with their cognitive configuration --- active in the channel the line names, zero

in the other two --- generated from the same lines. Applied to a 3,400-plan project maintained in the JDE

editor, the templates replace 3,191 hand-written plans; the JDE model keeps the lines verbatim, and a

quadratic step in JALX, invisible in small projects, was found and fixed.
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1. Context

JACK is a Belief-Desire-Intention (BDI) multi-agent framework. A JACK project is a collection of

plugin declarations --- agents, plans, capabilities, events, and beliefsets --- written in JAL, a small DSL

that supersets Java with plugin keywords (agent, plan, #handles event, etc.). The JDE is a

Swing-based project manager and editor that invokes the JAL compiler (JackCompile) which translates

each .agent / .plan / .cap file into Java, then delegates to javac.

The JDE source tree used for this work is a CFR-decompiled view of jack.jar version 5.6d. It is largely

readable --- but the ~70 rule-class subclasses that drive JAL's EBNF parser (for example oL01SoSu,

registered in oPNrdinx.language()) decompiled as empty stubs:

public class oL01SoSu extends onNrMLip {

public oL01SoSu(oPNrdinx p, int n) { super(); }

}

Listing --- a decompilation stub --- the body that drives a JAL grammar rule is lost.

The build works only because step 2 of build.sh runs jar xf jack.jar over build/classes,

overwriting these stubs with the compiled bytecode from the original jar. This has one unavoidable

consequence: any source-level edit to a rule class is silently discarded every build. The grammar is

therefore read-only short of a full bytecode-rewriting toolchain, and every language extension described

below has to avoid touching it.

2. Anthropic API Integration

2.1 Goal

Embed a chat assistant inside the JDE that can draft complete JACK objects --- agents, plans,

capabilities, events, beliefsets --- directly into the project tree, reacting to IDE events (file created,

compilation started, compilation complete). The assistant must produce compilable JAL on first attempt

as often as possible, and recover gracefully when it does not.

2.2 Architecture

A new package aos.claude holds the integration, with no external JSON or HTTP library dependency.

The package exposes a small event interface so the rest of the IDE can notify Claude about relevant

lifecycle events:

package aos.claude;
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■

public interface ClaudeEventHandler {

void onFileCreated(String filePath, String fileType);

void onCompilationStarted(String[] sourceFiles);

void onCompilationComplete(boolean success, String output);

}

Listing --- ClaudeEventHandler --- the IDE-facing event interface.

File Role

ClaudeEventHandler.java Interface: onFileCreated, onCompilationStarted,

onCompilationComplete.

ClaudeApiClient.java HTTP client using java.net.http.HttpClient (requires

Java 11+), builds requests by string concatenation,

parses responses.

ClaudeTerminalPanel.java JPanel chat UI (JTextArea + JTextField + Send

button), implements ClaudeEventHandler.

ClaudeTerminalFrame.java JInternalFrame (520x420) wrapping the panel ---

dockable in the JDE's central JDesktopPane.

ClaudeLauncher.java Singleton manager; openTerminal(),

notifyFileCreated(), notifyCompilationStarted(),

notifyCompilationComplete().

2.3 The System Prompt

Every API call ships the canonical JAL reference as the system field. The constant SYSTEM_PROMPT in

ClaudeApiClient.java starts around line 179 and reaches ~400 lines after the generic-templates section

was added. Its opening:

private static final String SYSTEM_PROMPT =

"You are an expert JACK Agent Language (JAL) programmer embedded " +

"in the JACK Development Environment (JDE). " +

"You generate correct, complete, compilable JACK code. " +

"ALWAYS output each JACK object in its own fenced code block. " +

"NEVER use '...' or ellipsis as placeholder code. " +

"Do NOT add 'import' statements for JACK base types - the JACK " +

"compiler resolves them automatically.\n\n" +

//     JACK Language Reference

"# JACK AGENT LANGUAGE REFERENCE\n\n" +

...;

Listing --- SYSTEM_PROMPT opening --- strict output contract, then the JACK reference.
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The prompt covers every plugin kind, data directive (#private data, #imports data, #exports data),

@-statement family (@post, @subtask, @send, @parallel), and the Semaphore synchronisation idiom

that a Program / agent / facade plan flow uses to block until a plan completes. When the generics

extensions shipped, a new section marked NON-STANDARD JACK was added to teach Claude the

template syntax:

"### JDE Generics Extensions (NON-STANDARD JACK)\n" +

"This JDE supports Java-style angle-bracket generics on agents, " +

"plans, and capabilities. These are JDE-only extensions implemented " +

"by a preprocessor - they are NOT part of standard JACK. Prefer " +

"NON-generic code unless the user explicitly asks for generics or " +

"the surrounding code is already templated.\n\n" +

■

"#### Plan Templates\n" +

"```\n" +

"public plan MyPlan<HEvent> extends Plan {\n" +

"    #handles event HEvent ev;\n" +

"    static boolean relevant(HEvent ev) { return true; }\n" +

"    context() { true; }\n" +

"    #reasoning method\n" +

"    body() { System.out.println(ev.someField); }\n" +

"}\n" +

"```\n" +

"Instantiated ONLY from a capability via " +

"'#uses plan MyPlan<ConcreteEvent>;'. ...";

Listing --- a slice of SYSTEM_PROMPT --- teaching Claude about plan templates.

Version 3 adds a second NON-STANDARD JACK section after this one, teaching the JALX extensions;

Section 6.7 describes it.

2.4 Request Construction

The client assembles its request body as a plain StringBuilder rather than pulling in a JSON library.

This keeps jde.jar a self-contained drop-in replacement for jack.jar. The outgoing shape:

StringBuilder sb = new StringBuilder();

sb.append("{");

sb.append("\"model\":\"").append(MODEL).append("\",");

sb.append("\"max_tokens\":").append(MAX_TOKENS).append(",");

sb.append("\"system\":\"").append(escapeJson(SYSTEM_PROMPT)).append("\",");

sb.append("\"messages\":[");

for (int i = 0; i < history.size(); i++) {

Message m = history.get(i);

if (i > 0) sb.append(",");

sb.append("{\"role\":\"").append(m.role).append("\",");

sb.append("\"content\":\"").append(escapeJson(m.content))

.append("\"}");
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}

sb.append("]}");

Listing --- ClaudeApiClient --- building the outgoing JSON by hand.

A short conversation history (recent turns) is retained so the assistant can refine its last output in response

to user corrections, and a few-shot example library is embedded in the system prompt rather than

attached per-request.

2.5 Integration Hooks

Three obfuscated files receive minimal edits to wire the IDE's existing lifecycle into Claude's event

handler. orrrdICl.java adds a Claude Terminal menu item to toolsMenu and fires

notifyFileCreated() from initChild():

// orrrdICl.java (IDE window)

JMenuItem claudeItem = new JMenuItem("Claude Terminal");

claudeItem.addActionListener(e -> ClaudeLauncher.openTerminal());

toolsMenu.add(claudeItem);

■

// inside initChild(), after oCbNmmPs("after creation"):

if (object2 instanceof BAPI_Filename) {

BAPI_Filename bf = (BAPI_Filename) object2;

ClaudeLauncher.notifyFileCreated(bf.filename, bf.type);

}

Listing --- orrrdICl.java --- menu registration and file-creation callback.

ouucssuo.java (the JAL build/compile driver) fires compilation-started and compilation-complete

events around the compile call:

// ouucssuo.java - inside oiPvnxWn()

try {

oo0CnoDM = true;

ClaudeLauncher.notifyCompilationStarted(sourceFiles);

...

// run JAL compile pipeline

...

ClaudeLauncher.notifyCompilationComplete(success, output);

} finally {

ClaudeLauncher.notifyCompilationComplete(false, "");

oo0CnoDM = false;

}

Listing --- ouucssuo.java --- compile lifecycle events.
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3. JDK 21 Migration

3.1 Motivation

The original JDE was compiled for Java 8. Users writing Java code inside #java { ... } escape

blocks, inside .java helpers that live alongside .agent files, or inside auto-generated wrapper code

could not use generics, var, lambdas with advanced type inference, records, text blocks, virtual threads,

or any of the ergonomic improvements accumulated over thirteen Java releases.

3.2 Toolchain Change

The headline change is in build.sh (mirrored in build.bat):

JAVA_HOME="${JAVA_HOME:-/c/Program Files/Eclipse Adoptium/"\

"jdk-21.0.10.7-hotspot}"

JAVAC="$JAVA_HOME/bin/javac"

JAR_BIN="$JAVA_HOME/bin/jar"

JAVA_RELEASE="${JAVA_RELEASE:-21}"

■

"$JAVAC" \

--release "$JAVA_RELEASE" \

-encoding UTF-8 \

-d "$WIN_OUT" \

-sourcepath "$WIN_SRC" \

@"$WIN_SOURCES"

Listing --- build.sh --- Temurin 21 toolchain, --release 21.

3.3 The Four Non-Obvious Fixes

3.3.1 java.ext.dirs removal

JDK 11 removed the extension-directories mechanism. The classpath bootstrap in oNmmmmCz read

System.getProperty("java.ext.dirs") and iterated its path-separator-delimited entries. On JDK 11+

the property returns null, causing a NullPointerException at class-load time. The fix is a single null

guard:

private static void ovMwLICn() {

String var0 = System.getProperty("java.ext.dirs");

if (var0 == null || var0.length() == 0) return;    // <- added

while (var0 != null) {

int idx = var0.indexOf(File.pathSeparatorChar);

...

}

}
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Listing --- oNmmmmCz.ovMwLICn --- null-tolerant extension-dir walk.

3.3.2 Skip .java from JAL input

The original pipeline fed both .agent and .java sources into JackCompile.main(). JAL's grammar

predates Java generics and rejects ArrayList<String> outright. A one-line change routes .java

sources directly to javac, which was already part of the downstream build:

// MainImproved.java, ~line 673

stringArrayQ = new StringArrayQ(8);

MainImproved.owSNmbxO(stringArrayQ, odDMDrWO);

// Skip .java files from JAL input - lets user-written .java use modern

// Java syntax (generics, records, etc). javac handles them separately.

// MainImproved.oOWpbuoI(stringArrayQ, stringArrayQ4);    <- commented out

MainImproved.oOWpbuoI(stringArrayQ, stringArrayQ3);

Listing --- MainImproved.java --- only JAL plugin sources reach JackCompile.

3.3.3 Modern class-file attributes

aos.apib.oDboDrdi read the class-file constant pool assuming Java 8 shape. Java 11 introduced

NestHost / NestMembers; Java 17 added Record and sealed-class attributes. The reader was extended to

skip unknown attributes by length rather than throwing.

3.4 Boundary of the Fix

The JDK 21 migration unlocks modern Java inside .java helpers and #java { } blocks. It does not

change what JAL itself accepts --- the JAL grammar lives in bytecode we can't edit, so plugin

declarations continue to use only the 2007-era Java subset the grammar supports. Adding generics to the

JAL declarations themselves required a different approach, documented in the next section.

4. JACK Generic Templates

4.1 Problem Statement

The user asked: can a plan be parameterised over its triggering event type, so that a single template like

public plan SetDebugPlan<HEvent> extends Plan {

#handles event HEvent sdel;

static boolean relevant(HEvent sdel) { return true; }

context() { true; }

#reasoning method
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body() {

try {

debug.add(0, sdel.bDebug);

} catch (BeliefSetException e) {

e.printStackTrace();

} finally {

mutex.signal();

}

}

}

Listing --- a plan template the user wants to be valid JAL.

can be instantiated from a capability with #uses plan SetDebugPlan<SetDebugEvent>;? And,

symmetrically, can a capability be parameterised so that an agent instantiates it with #has capability

DebugCapability<SetDebugEvent> debugCap;?

Standard JACK has no such syntax. The <...> tokens simply aren't in the grammar's Type rule; the

parser treats < as a relational operator.

4.2 Path A vs Path B

Path A would modify the JAL grammar to accept type arguments. This requires editing the compiled

rule classes, which are the stubs described in section 1. An investigation of Java12.enc (initially

believed to be a Java serialization blob holding the grammar) revealed it is neither a serialization blob nor

text --- the bytes start 0x08 0x7D 0xC3 0x90 ..., not 0xAC 0xED --- and whatever format it uses passes

through a multi-stage obfuscated decoder. Decoding it was scoped out.

Path B adds a text-level preprocessor around JackCompile.main(). Strip generics before JAL parses;

re-inject them into generated Java afterwards. No grammar changes, no bytecode touch, one integration

point. Path B was chosen.

4.3 The Preprocessor --- Span Model

JalGenericsPreprocessor walks each JAL source, skipping strings, chars, and comments, and

classifies every <...> pair into one of three span kinds:

public static final class Span {

public final int index;

public final String original;          // e.g. "<String>" or "<T extends Foo>"

public final String anchorIdent;       // identifier used to locate insertion point

public final Mode mode;

■

public enum Mode { APPEND_AFTER, PREPEND_BEFORE }

■

Span(int i, String o, String a, Mode m) {
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index = i; original = o; anchorIdent = a; mode = m;

}

}

Listing --- JalGenericsPreprocessor.Span --- unit of bookkeeping.

The anchorIdent is a plain Java identifier found adjacent to the <. After JAL emits generated Java the

restore pass scans for the Nth occurrence of this identifier (preserving source order) and inserts the span

either after it (APPEND_AFTER, for List<String>-style trailing generics) or before it (PREPEND_BEFORE,

for <T> T foo() and obj.<String>method()).

The classifier is the heart of the scanner. It determines the span's kind (or that the < is a relational

operator and should be left alone):

private enum OpenerKind { NONE, TYPE_ARG, DECL_PREFIX, INVOKE_PREFIX }

■

private static OpenerKind classifyOpener(char[] b, int i) {

int j = i - 1;

while (j >= 0 && Character.isWhitespace(b[j])) j--;

■

if (j < 0) return OpenerKind.DECL_PREFIX;      // <T> at start of file

■

char prev = b[j];

if (prev == '.') return OpenerKind.INVOKE_PREFIX;   // obj.<T>method()

if (prev == '{' || prev == ';') return OpenerKind.DECL_PREFIX;

■

if (!Character.isJavaIdentifierPart(prev) || prev == '>')

return OpenerKind.NONE;                     // relational `<`

■

// Walk back across the immediate identifier, then any whitespace.

int identEnd = j + 1;

while (j >= 0 && (Character.isJavaIdentifierPart(b[j])

|| b[j] == '.')) j--;

int identStart = j + 1;

String ident = new String(b, identStart, identEnd - identStart);

while (j >= 0 && Character.isWhitespace(b[j])) j--;

■

// `public <T> T foo(T x)` - ident is the modifier, <T> is a decl.

if (isModifierKeyword(ident)

&& (j < 0 || isDeclBoundary(b, j))) {

return OpenerKind.DECL_PREFIX;

}

■

// Classic type-arg contexts (fields, locals, casts, etc.).

if (j >= 0) {

char before = b[j];

switch (before) {

case '(': case ',': case '=': case '{': case ';':

case '>': case '&': case '|':

return OpenerKind.TYPE_ARG;
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}

■

// Keyword before the identifier: `new List<...>`, `agent Foo<T>`.

int wordEnd = j + 1;

while (j >= 0 && Character.isJavaIdentifierPart(b[j])) j--;

String word = new String(b, j + 1, wordEnd - (j + 1));

switch (word) {

case "new": case "return": case "extends":

case "implements": case "throws": case "instanceof":

case "agent": case "plan": case "capability":

case "event": case "view": case "team":

case "beliefset": case "bel":

case "class": case "interface": case "enum":

return OpenerKind.TYPE_ARG;

}

}

■

return OpenerKind.NONE;

}

Listing --- classifyOpener --- the relational-vs-generic decision.

4.4 Strip and Restore

With classification in hand, the strip loop iterates through the source, records each classified span, and

overwrites its bytes with spaces (length-preserving, so error line / column reports still point where the

user wrote the <):

public static Stripped strip(String src) {

char[] buf = src.toCharArray();

List<Span> spans = new ArrayList<>();

int n = buf.length; int i = 0;

while (i < n) {

char c = buf[i];

if (c == '"') { i = skipString(buf, i); continue; }

if (c == '\'') { i = skipChar(buf, i); continue; }

if (c == '/' && i + 1 < n) {

if (buf[i + 1] == '/') { i = skipLineComment(buf, i); continue; }

if (buf[i + 1] == '*') { i = skipBlockComment(buf, i); continue; }

}

if (c == '<') {

OpenerKind kind = classifyOpener(buf, i);

if (kind != OpenerKind.NONE) {

int end = matchGenericClose(buf, i);

if (end > 0) {

String orig = new String(buf, i, end - i);

String anchor; Span.Mode mode;

if (kind == OpenerKind.TYPE_ARG) {

anchor = findPrecedingIdentifier(buf, i);
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mode = Span.Mode.APPEND_AFTER;

} else {

anchor = findFollowingIdentifier(buf, end);

mode = Span.Mode.PREPEND_BEFORE;

}

if (!anchor.isEmpty()) {

spans.add(new Span(spans.size(), orig, anchor, mode));

for (int k = i; k < end; k++) {

if (buf[k] != '\n' && buf[k] != '\r') buf[k] = ' ';

}

i = end; continue;

}

}

}

}

i++;

}

return new Stripped(new String(buf), spans, injectedTypeParams);

}

Listing --- strip() --- the main preprocessor loop.

The mirror restore walks the generated .java output, locates the Nth safe occurrence of each span's

anchor identifier, and injects the original <...> text:

public static String restore(String generated, List<Span> spans) {

if (spans.isEmpty()) return generated;

boolean[] safe = buildSafeMask(generated);

StringBuilder out = new StringBuilder(generated.length() + 32);

int cursor = 0;

for (Span span : spans) {

int hitStart = findNextIdentifier(

generated, safe, span.anchorIdent, cursor);

if (hitStart < 0) continue;

int hitEnd = hitStart + span.anchorIdent.length();

if (span.mode == Span.Mode.APPEND_AFTER) {

out.append(generated, cursor, hitEnd);

out.append(span.original);

cursor = hitEnd;

} else { // PREPEND_BEFORE

out.append(generated, cursor, hitStart);

out.append(span.original);

if (!span.original.endsWith(" ")) out.append(' ');

cursor = hitStart;

}

}

out.append(generated, cursor, generated.length());

return out.toString();

}

Listing --- restore() --- re-injects generics by ordinal identifier match.
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buildSafeMask returns a boolean array marking positions outside strings, char literals, comments, and

import / package statements, so the restore pass never matches a name that appears inside a literal.

4.5 Agent Type Parameters: Body Erasure

Handling agent Foo<T> needs more than stripping. JAL sees agent Foo and a body containing T

name; and reports Type T not found. Two approaches failed first: a synthetic nested class public

static class T {} inside the agent body, and a package-sibling class T {} at file top. JAL parses

both but its type resolver ignores them.

Body erasure is the fallback that worked. During stripping, the classifier flags class-header TYPE_ARG

spans; after the main loop, every whole-word reference to any such type parameter is rewritten to

Object throughout the file:

private static String eraseTypeParamsInBody(String src, List<String> params) {

if (params.isEmpty()) return src;

char[] b = src.toCharArray();

int n = b.length;

StringBuilder out = new StringBuilder(n + 64);

int i = 0;

while (i < n) {

char c = b[i];

// ... skip strings / chars / comments verbatim ...

■

// Whole-word match at an identifier boundary?

if (Character.isJavaIdentifierStart(c)

&& (i == 0 || !Character.isJavaIdentifierPart(b[i - 1])

&& b[i - 1] != '.')) {

String matched = null;

for (String p : params) {

int pl = p.length();

if (i + pl <= n && src.regionMatches(i, p, 0, pl)

&& (i + pl == n

|| !Character.isJavaIdentifierPart(b[i + pl]))) {

matched = p; break;

}

}

if (matched != null) {

out.append("Object");

i += matched.length();

continue;

}

}

out.append(c);

i++;

}

return out.toString();

}
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Listing --- eraseTypeParamsInBody --- type-parameter identifiers rewritten to Object.

The class-header <T> span is still restored into the generated Java, so external callers see Foo<String>

and can write new Foo<String>(). Internal field types erase to Object, which is the accepted trade-off

for simple agents.

4.6 Plan and Capability Templates: Full Specialisation

Erasure is too lossy for plans. When a plan body accesses sdel.bDebug, bDebug exists on the concrete

event type but not on Object. The right mechanism is specialisation --- generate a separate file per

instantiation with the concrete argument substituted in.

PlanTemplateExpander handles this. Its three regexes describe the shapes of interest:

/** `public [plan|capability] Name<Params> [extends Super] {` */

private static final Pattern TEMPLATE_HEADER = Pattern.compile(

"(?m)^\\s*(?:public\\s+|private\\s+|protected\\s+)?" +

"(plan|capability)\\s+(\\w+)\\s*<([^<>]+)>\\s*" +

"((?:extends|implements)[^{]*)?\\.{");

■

/** `#uses plan Name<Args>;` - group 1 = name, group 2 = args. */

private static final Pattern USES_PLAN = Pattern.compile(

"#uses\\s+plan\\s+(\\w+)\\s*<([^<>;]+)>\\s*;");

■

/** `#has capability Name<Args> identifier;` */

private static final Pattern HAS_CAP = Pattern.compile(

"#has\\s+capability\\s+(\\w+)\\s*<([^<>;]+)>\\s*(\\w+)\\s*;");

Listing --- PlanTemplateExpander --- template + instantiation patterns.

The main entry point runs three passes. Pass 1 scans .plan and .cap files for templates. Pass 2 is an

iterative worklist loop: scan each non-template file for instantiation directives, generate a specialised file

for each unique (template, args) tuple, rewrite the instantiation site, and add the generated file to the

next iteration's worklist so nested templates expand in subsequent passes. Pass 3 builds the new argv:

public static String[] expand(String[] argv) {

GENERATED.clear();

MODIFIED.clear();

if (argv == null) return argv;

■

// Pass 1 - discover templates.

Map<String, Template> templates = new HashMap<>();

for (String path : argv) {

if (path == null) continue;

String lower = path.toLowerCase();

if (!lower.endsWith(".plan") && !lower.endsWith(".cap")) continue;

String content = readOrNull(path);

if (content == null) continue;
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Matcher m = TEMPLATE_HEADER.matcher(content);

if (m.find()) {

String keyword = m.group(1);

String name = m.group(2);

List<String> params = splitIdentifiers(m.group(3));

if (!params.isEmpty()) {

templates.put(name,

new Template(path, name, keyword, params, content));

}

}

}

if (templates.isEmpty()) return argv;

■

// Pass 2 - iterative worklist.

Set<String> templatePaths = new HashSet<>();

for (Template t : templates.values()) templatePaths.add(t.path);

Map<String, String> generatedNames = new HashMap<>();

List<String> worklist = new ArrayList<>();

for (String p : argv) {

if (p != null && !templatePaths.contains(p)) worklist.add(p);

}

■

int iterations = 0;

while (!worklist.isEmpty() && iterations++ < 10) {

List<String> nextBatch = new ArrayList<>();

for (String path : worklist) {

String content = readOrNull(path);

if (content == null) continue;

RewriteResult r = rewriteInstantiations(

content, templates, generatedNames, nextBatch);

if (r.changed) {

if (!MODIFIED.containsKey(path) && !GENERATED.contains(path)) {

MODIFIED.put(path,

content.getBytes(StandardCharsets.UTF_8));

}

Files.write(Paths.get(path),

r.text.getBytes(StandardCharsets.UTF_8));

}

}

worklist = nextBatch;

}

■

// Pass 3 - build new argv, drop templates, dedup by canonical path.

LinkedHashMap<String, String> finalSet = new LinkedHashMap<>();

for (String path : argv) {

if (isTemplatePath(path, templates)) continue;

finalSet.put(canonKey(path), path);

}

for (String g : GENERATED) {

finalSet.putIfAbsent(canonKey(g), g);
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}

return finalSet.values().toArray(new String[0]);

}

Listing --- PlanTemplateExpander.expand --- three passes (discover, iterate, rewrite argv).

Specialised-file generation rewrites the class header and substitutes every type-param identifier in the

body:

private static String generateSpecialised(Template t, String mangled,

List<String> args) {

Matcher hm = TEMPLATE_HEADER.matcher(t.content);

if (!hm.find()) return null;

StringBuilder body = new StringBuilder(t.content);

// Replace the class name (group 2) with the mangled name.

body.replace(hm.start(2), hm.end(2), mangled);

■

// Delete the `<Params>` clause that follows.

int lt = body.indexOf("<", hm.start(2));

int gt = body.indexOf(">", lt);

if (lt > 0 && gt > lt) body.delete(lt, gt + 1);

■

String result = body.toString();

■

// Substitute longest names first so HEvent2 isn't eaten by HEvent.

List<int[]> order = new ArrayList<>();

for (int i = 0; i < t.params.size(); i++) order.add(new int[]{i});

order.sort((a, b) -> Integer.compare(

t.params.get(b[0]).length(), t.params.get(a[0]).length()));

for (int[] idx : order) {

String p = t.params.get(idx[0]);

String a = args.get(idx[0]);

result = wholeWordReplace(result, p, a);

}

■

String ext = "capability".equals(t.keyword) ? ".cap" : ".plan";

String outPath = dirOf(t.path) + mangled + ext;

Files.deleteIfExists(Paths.get(outPath));   // clear stale copy

Files.write(Paths.get(outPath),

result.getBytes(StandardCharsets.UTF_8));

GENERATED.add(outPath);

return outPath;

}

Listing --- generateSpecialised --- writes a concrete .plan or .cap per instantiation.

The wholeWordReplace helper respects identifier boundaries and skips strings / comments so a literal

string containing the type-param name remains unchanged.
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4.7 Cleanup

After JAL returns (success or failure), the hook tears down everything the expander built:

public static void cleanup() {

for (String path : GENERATED) {

try { Files.deleteIfExists(Paths.get(path)); }

catch (IOException ex) {

System.err.println("[PlanTemplateExpander] failed to delete "

+ path + ": " + ex.getMessage());

}

}

for (Map.Entry<String, byte[]> e : MODIFIED.entrySet()) {

try { Files.write(Paths.get(e.getKey()), e.getValue()); }

catch (IOException ex) {

System.err.println("[PlanTemplateExpander] failed to restore "

+ e.getKey() + ": " + ex.getMessage());

}

}

GENERATED.clear();

MODIFIED.clear();

}

Listing --- PlanTemplateExpander.cleanup --- always runs after compile.

4.8 Wiring it all Together --- the Hook

JalGenericsHook is the narrow bridge between the JDE and everything above. Its preprocess first

expands templates and then strips generics, annotations, lambdas, and for-each loops (the latter three are

documented in section 5):

public static String[] preprocess(String[] argv) {

SPANS.clear();

ORIG_CONTENT.clear();

if (argv == null) return argv;

■

// Template-expansion pass: generate specialised plan/capability

// files for `#uses plan Foo<X>;` and `#has capability Foo<X> ident;`

// references, rewrite instantiation sites, drop template sources.

String[] expanded = PlanTemplateExpander.expand(argv);

■

for (String a : expanded) {

if (a != null && isJalSource(a)) {

File f = new File(a);

if (f.isFile()) {

try { stripInPlace(f); }

catch (IOException ex) {

System.err.println("[JalGenericsHook] failed to "

+ "preprocess " + a + ": " + ex.getMessage());
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}

}

}

}

return expanded;

}

Listing --- JalGenericsHook.preprocess --- expand templates, then strip generics.

The mirror postprocess restores everything, with retries for Windows file locks:

public static void postprocess(String[] argv) {

if (argv == null) { clearState(); return; }

String javaOutDir = findArg(argv, "-d");

String workDir    = findArg(argv, "-wd");

■

// Step 1 - restore generics in generated .java.

for (Map.Entry<String, List<Span>> e : SPANS.entrySet()) {

String jalSource = e.getKey();

List<Span> spans = e.getValue();

File gen = locateGeneratedJava(jalSource, javaOutDir, workDir);

if (gen != null && gen.isFile()) {

String body = new String(Files.readAllBytes(gen.toPath()),

StandardCharsets.UTF_8);

String cleaned = JalGenericsPreprocessor

.removeTypeParamStubs(body);

String restored = JalGenericsPreprocessor

.restore(cleaned, spans);

if (!restored.equals(body)) {

Files.write(gen.toPath(),

restored.getBytes(StandardCharsets.UTF_8));

}

}

}

■

// Step 2 - restore original JAL sources from in-memory backups.

for (Map.Entry<String, byte[]> e : ORIG_CONTENT.entrySet()) {

writeWithRetry(e.getKey(), e.getValue(), 5);

}

■

// Step 3 - delete generated template files + restore capability backups.

PlanTemplateExpander.cleanup();

clearState();

}

Listing --- JalGenericsHook.postprocess --- reverses everything, in order.

And the single integration point in the IDE's driver --- fewer than ten lines, wrapped in a try/finally

so the hook's postprocess always runs:

// MainImproved.java, around line 680
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String[] __jgOriginal = stringArrayQ.toArray();

String[] __jgArgv = aos.jalgenerics

.JalGenericsHook.preprocess(__jgOriginal);

try {

if (oowLinxM == null) {

new JackCompile();

n6 = JackCompile.main(__jgArgv);

} else {

n6 = this.oCrMwvOP(oowLinxM, stringArrayQ);

}

} finally {

aos.jalgenerics.JalGenericsHook.postprocess(__jgOriginal);

}

Listing --- MainImproved.java --- the single integration point.

4.9 Named Instantiation (v3)

Template specialisation as described so far names each generated plan after its arguments: #uses plan

SetDebugPlan<SetDebugEvent>; produces SetDebugPlan__SetDebugEvent. That is enough when the

plans differ in their event type. It is not enough for the case that motivated this section.

NeonAffect, the user's affect-modelling application, has 226 plans across the affect capabilities of one

timeline. Of these, 214 are the same text with only the plan's name, the level event it handles and the

affect its relevant() tests for changed; each is also activated in exactly one of three channels --- Verbal,

Nonverbal or Action --- through its cognitive configuration. The Rage capability alone has fifteen, from

HoldingBackCriticismPlan to FatiguePlan, all handling Level6NegAffectEvent and testing for

AffectEnum.RAGE: two Verbal, three Nonverbal and ten Action. Two properties rule out mangled names.

Many take the same arguments --- ten are Rage, Level6NegAffectEvent, Action --- so the arguments

cannot tell them apart. And the plans identify themselves: each records getPlanName() as the behaviour

shown, and a plan context selects plans by that name. A plan's name is part of what it does.

Version 3 therefore adds a named form:

#uses BehaviorPlan<AffectEnum.RAGE, Level6NegAffectEvent, AffectEnum.VERBAL> HoldingBackCriticismPlan;

#uses BehaviorPlan<AffectEnum.RAGE, Level6NegAffectEvent, AffectEnum.ACTION> PickFightPlan;

Listing --- named instantiation in a capability: template, arguments, and the name the generated plan

gets.

The template is the shared text with the varying parts as parameters: the affect, the event type, and the

channel in which the behaviour is activated. The channel is not used by the plan's logic --- it is read by

the configuration generator (Section 4.9.3) --- but carrying it as a parameter keeps everything about a

behaviour on its one line, and the generated plan can report it:

public plan BehaviorPlan<AFFECT, LevelEvent, CHANNEL> extends Plan {

■
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/** The channel this behaviour belongs to: AffectEnum.VERBAL, NONVERBAL or ACTION. */

public static final String BEHAVIOR_CHANNEL = CHANNEL;

■

logical String $name;

#handles event LevelEvent ev;

#uses data PlanContextName planContextName;

#uses data Behavior behaviorName;

#uses data Semaphore mutex;

■

static boolean relevant(LevelEvent ev)

{

return ev.iAffect == AFFECT;

}

■

context()

{

planContextName.get(0, $name) && ($name.as_string().equals(PlanConstants.ALL_PLANS)

|| $name.as_string().equals(getPlanName()));

}

■

#reasoning method

body()

{

try

{

behaviorName.add(0, getPlanName());

}

catch (BeliefSetException e)

{

e.printStackTrace();

}

finally

{

mutex.signal();

}

}

}

Listing --- BehaviorPlan --- one template for the behaviour plans of an affect capability.

4.9.1 The expander

The named form needed one new pattern and a different key. The instantiation is keyed by the instance

name, not by the arguments, because many instances share arguments; the same name instantiated twice

with different arguments is reported as an error.

/** NAMED instantiation, `#uses Template<Args> InstanceName;` - group 1 =

*  template, group 2 = args, group 3 = the name the generated plan gets.

*  (No `plan` keyword: `#uses plan Foo<X>;` cannot match this pattern,

*  because "plan" is not followed by `<`.) */
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private static final Pattern USES_NAMED = Pattern.compile(

"#uses\\s+(\\w+)\\s*<([^<>;]+)>\\s+(\\w+)\\s*;");

Listing --- the named-instantiation pattern.

Arguments are substituted as written, so a qualified constant such as AffectEnum.RAGE replaces AFFECT

whole, and AffectEnum.VERBAL replaces CHANNEL. A template may also qualify the parameter itself

(AffectEnum.AFFECT with an argument RAGE). The expander's whole-word substitution deliberately skips

identifiers that follow a dot, to keep qualified names intact, so for that style a parameter written in

capitals is treated as a value parameter and substituted after a dot as well; a type parameter such as

HEvent keeps the protection.

4.9.2 Templates and the CoJACK build

The behaviour plans must be CoJACK plans: in NeonAffect the choice among them is made by

CATMan's utility, which includes a per-plan PLAN_VALUE. Three interactions with the three-pass

CoJACK build had to be fixed, and each would otherwise have failed silently or confusingly.

CogProcess must see generated plans. CogProcess reads each plan's .plan source (Section 6.5.1), but

a generated plan exists on disk only while JAL runs. JalxCogProcess now runs the template expander

before CogProcess and its cleanup afterwards:

String[] expanded = aos.jalgenerics.PlanTemplateExpander.expand(

sources.toArray(new String[0]));

...

private static synchronized void restore() {

restoreJalx();

// after JALX: its backups hold the template-expanded text, the

// expander's hold the user's original

aos.jalgenerics.PlanTemplateExpander.cleanup();

}

Listing --- JalxCogProcess --- expand templates for CogProcess, restore in the right order.

The expander must restore timestamps. It rewrites each instantiating capability in place and restores it

afterwards, and it did so without the original modification time --- the problem of Section 6.5.2 in a

second place. The restored capability looked newer than its .java, pass 3 re-parsed it, re-expanded the

templates, and regenerated every behaviour plan's .java without instrumentation. cleanup() now

restores the time with the bytes.

A template can be the only stale source. A template is dropped from JAL's input and never gets a

.java of its own, so to JackBuild -r it always looks stale. In pass 3 it was the only JAL source passed,

the expander removed it, and JAL stopped with "Please mention source file(s) on the command line".

The hook now reports whether any JAL source is left, and MainImproved skips JAL when none is:

if (aos.jalgenerics.JalGenericsHook.hasJalSources(__jgArgv)) {

new JackCompile();
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n6 = JackCompile.main(__jgArgv);

} else {

// only plan templates were stale; their instances'

// .java are already generated, so JAL has nothing to do

n6 = 0;

}

Listing --- MainImproved --- nothing for JAL when only templates were passed.

4.9.3 The cognitive configuration

Each behaviour plan's PLAN_VALUE is a moderator declared in cojack_cognitive.xml: one parameter

group per channel's agent instance (NeonRageVerbal, NeonRageNonverbal, NeonRageAction), each with

a param and a formula per plan. A behaviour is activated in one group only --- there its formula is 0.1 +

random(19.9) --- and has PLAN_VALUE 0 in the other two. Whether that file could be produced at run

time was a natural question, and it was answered by measurement rather than assumed:

• CoJACK's API can change a declared moderator's formula at run time

(FormulaModerator.setFormula), which is how NeonAffect applies formulas chosen by its

language-model selector. It cannot add one: asked to change the formula of an undeclared plan, the

run-time plan found no moderator.

• The declarations must exist when the first agent is created, not when the JVM starts. A program that

writes the file in main(), before constructing any agent, gets the configured behaviour; the same start

without the write does not.

So every plan must be declared before the agents start, and the instance names are the source of truth.

The application generates the file at build time from the #uses lines alone: the plan name from the

instance, the parameter-group names from the affect argument (AffectEnum.RAGE resolves to "Rage"),

and from the channel argument which group activates the plan. Every plan is written into all three

groups, with a param and a formula in each:

group PLAN_VALUE formula

the channel named on the line,

e.g. NeonRageVerbal

20 0.1 + random(19.9)

the other two 0 0

Table --- what one #uses line generates.

Writing the zeros out, rather than leaving the plan to the default group's PLAN_VALUE, is what lets a plan 

be raised on another channel at run time: the run-time API can change only a declared moderator. A table 

of per-plan formulas is optional and overrides only the active formula. Adding a behaviour is then one 

line, and the one line updates all three groups. The generator lives in the application, not the JDE,
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because the naming scheme (Neon + affect + channel) is that application's vocabulary.

4.9.4 Evaluation

A separate application, NeonAffectRage, holds only NeonAffect's Rage sub-capability, with its fifteen

behaviour plans generated from the one template. The configuration generated from the fifteen

three-argument lines is identical to NeonAffect's Rage entries, which had been copied by hand into a

table for the first version. NeonAffect itself was not modified. Its demo checks, through one agent per

channel under CATMan:

Check Result

generated plans that are CoJACK-instrumented 15 of 15

Verbal agent: choices from the plans its formulas

favour

30 of 30

Nonverbal agent: the same 30 of 30

Action agent: the same 30 of 30

PickFightPlan, before / after changing three

formulas at run time

0 of 30 / 10 of 10

plan context fixed to one plan: that plan runs yes

Table --- NeonAffectRage checks, all passing.

A control run with no per-plan configuration showed which checks discriminate. The Verbal, Nonverbal

and run-time-change checks fail without the configuration, as they should. The Action check passes

anyway: ten of the fifteen plans are favoured on that channel, and CoJACK's default choice falls among

them. It is reported, but it is weak evidence.

The one-line claim was tested directly. Adding only #uses BehaviorPlan<AffectEnum.RAGE,

Level6NegAffectEvent, AffectEnum.VERBAL> SlamDoorPlan; and rebuilding produced a sixteenth

plan, instrumented by CogProcess, with six configuration entries --- PLAN_VALUE 20 and the active

formula in NeonRageVerbal, 0 and 0 in NeonRageNonverbal and NeonRageAction. The Verbal agent

chose it (15 of 30, alongside HoldingBackCriticism 14 and Scream 1; the split among plans with the

same random formula is CoJACK's), and all checks passed with sixteen plans. The demo derives each

channel's expected plans from the #uses lines as well, so a new line is checked without editing the

demo.
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Two limits. NeonAffect's SetPlanContextRagePlan is not part of the subset, because it consults other

agents and the language-model selector; the application sets the plan context directly. And

getPlanName() returns the qualified name (NeonAffectRage.ScreamPlan): an early version passed the

simple name as a plan context, no plan was applicable, and the agent waited for ever on a semaphore no

plan would signal. The agent now qualifies a simple name before using it.

4.9.5 Templates in a JDE Project at Scale

NeonAffectRage is a small application built from a script. The templates were then applied to

NeonAffect itself: a project maintained in the JDE's graphical editor, with 181 capabilities and 3,401

plans. Of the plans, 3,191 in 156 capabilities became template lines, and a later step added 1,571 more

lines, so that every channel of every affect has at least ten behaviours. Doing this raised four questions

about the JDE rather than about the application.

Does the JDE model keep template lines? A JDE project owns its sources: each component's .plan or

.cap is generated from a model file (.gplan, .gcap) listed in the project file (.prj), and Compile

Application regenerates any source whose model is newer, or whose file is missing. A line written only

into the .cap would be overwritten; a plan file merely deleted would be regenerated. The model has no

notion of a template, but its parser stores any statement it does not recognise as verbatim code (:java

:code in the .gcap), and generation writes such code back unchanged. A #uses BehaviorPlan<...>

Name; statement is not a keyword form (#uses plan ... is), so it falls into that category. The

conversion therefore edits the model, not only the sources: the plan references leave the capability's plan

list, the lines enter its code, and the plan components leave the project file.

This was verified, not assumed, with the JDE's headless generator, java aos.main.Jack -J <model

files>, which runs the same generation code as the editor. On an unmodified copy, regenerating a

capability reproduced its file exactly (apart from the header comment). On the converted copy, the

capability regenerated with its fifteen template lines intact and in order; regenerating the whole project

from the edited .prj wrote 3,794 files without a warning, none of them a retired plan; and 3,789 of the

regenerated files were identical to the sources on disk. The five that differed were the converted

capability and four files that had been edited outside the editor before the conversion began --- an

existing hazard the check exposed. The converted capabilities were finally written by -J itself, so that

each file and its timestamp stamp (.jts) agree and the editor does not report them as changed outside it.

Check (scratch copy of the project) Result

unmodified capability regenerated from its model identical to the file on disk

converted capability regenerated 15 template lines, verbatim, sorted

whole project regenerated from the edited .prj 3,794 files, 0 warnings, no retired plan written
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regenerated files identical to the sources on disk 3,789 of 3,794 (the 5 others explained above)

Table --- the JDE model and template lines.

Which compiler builds the project? Compile Application runs the JACK compiler in a separate process

with the class path saved in the project's compiler settings, not the one the editor itself was started with.

NeonAffect's editor ran from the current build, jde-new.jar; its compiler settings named jde.jar, an

older build without named instantiation. A project that edits in one build and compiles with another fails

only at compile time, with an error about a statement the editor displays without complaint. The same

investigation confirmed the observation of Section 6.5.1 for GUI projects: Compile Application runs no

CogProcess pass, and NeonAffect's compiled classes had no CoJACK instrumentation at all. Both are

reasons to build template projects with the three-pass script (JackBuild -nc, JalxCogProcess,

JackBuild -r) and to keep the editor for viewing and editing.

Does the pipeline scale? The full three-pass build of the converted project generated, instrumented and

compiled every plan: 3,192 plans instrumented by CogProcess, including all the template instances, with

no errors.

Pass Time

1. JackBuild -nc (JALX, template expansion,

JAL)

1 min 52 s

2. JalxCogProcess (expansion again,

CogProcess)

19 s

3. JackBuild -r (compile) 34 s

Table --- the three-pass build of NeonAffect with 3,191 template instances (scratch copy).

A quadratic step. Those times are after a fix. The first attempt did not reach JAL: after ten minutes the

process was still in JALX's preparation, and a thread dump showed it in File.getCanonicalPath. JALX

builds its model from every JAL file in the directories a build touches (Section 6.5.2), and it

de-duplicated the files by comparing each new file's canonical path with that of every file already

collected --- two system calls per pair, some fourteen million for NeonAffect's 3,800 sources, and

unnoticeable for NeonAffectRage's thirty. The fix canonicalises each file once and keeps the paths in a

set:

java.util.Set<String> known = new java.util.HashSet<String>();

for (String p : argvPaths) {

File f = new File(p);

all.add(f);

known.add(canonical(f));
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}

for (File d : dirs) {

...

for (File f : fs) {

if (!f.isFile() || !isJal(f.getName())) {

continue;

}

if (known.add(canonical(f))) {

all.add(f);

}

}

}

Listing --- Jalx.prepare --- one canonicalisation per file.

With it, the step takes seconds, and the JALX test suite passes unchanged. The lesson is the usual one for

build tooling: an algorithm's cost is set by the largest project it will meet, not by the one it was written

for.

5. Modern Java Syntax in JAL

5.1 Motivation

Section 4 solved the generics problem --- users can write List<String> and plan Foo<T> inside JAL

source files. But JAC predates not only generics but also every Java syntax addition since J2SE 1.4:

annotations (Java 5), enhanced for-each loops (Java 5), lambda expressions (Java 8), and method

references (Java 8). A user writing a .plan or .agent file encounters the same JAC parse failure for

@Override, for (String s : list), or items.stream().filter(x -> x.active) as they did for

List<String>.

The generics preprocessor established the pattern: strip before JAC, restore after. Three new

preprocessors extend the same architecture to annotations, for-each loops, and lambdas/method

references. Together with the generics preprocessor, they form a four-phase pipeline orchestrated by the

same JalGenericsHook that section 4.8 introduced.

5.2 Java Annotations

5.2.1 The collision with @

JAC uses @ for BDI reasoning-method operators --- @post, @subtask, @send, @achieve, @parallel, and 

others. When JAC encounters @Override it attempts to parse it as an @-statement and fails. The
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annotation preprocessor must distinguish Java annotations from JAL operators, strip the former, and

leave the latter untouched.

JalAnnotationPreprocessor maintains a set of known JAL operators:

private static final Set<String> JAL_OPERATORS = Set.of(

"post", "subtask", "send", "achieve", "maintain", "parallel",

"action", "sleep", "insist", "determine", "reply", "test", "wait"

);

Listing --- JalAnnotationPreprocessor --- the JAL operator whitelist.

When the scanner encounters @ followed by a Java identifier, it extracts the name. If the simple name

(after any dots) matches a JAL operator, the scanner moves on. Otherwise it treats the token as a Java

annotation and records it for stripping.

5.2.2 Strip and restore

The data structure mirrors the generics preprocessor's Span:

public static final class AnnotationSpan {

public final int index;

public final String annotationText;   // e.g. "@Override" or "@SuppressWarnings(\"unchecked\")"

public final String anchorIdent;      // the method/field/class name that follows

}

Listing --- AnnotationSpan --- anchored on the declaration that follows.

Stripping replaces the annotation bytes with whitespace (length-preserving, as in the generics

preprocessor). Parameterised annotations like @SuppressWarnings("unchecked") are handled by

tracking parenthesis depth to capture the full @Name(...) extent.

The anchor identifier is found by findDeclarationAnchor, which skips past any additional annotations,

access modifiers (public, static, final, ...), and return types to reach the actual method or field name:

private static String findDeclarationAnchor(char[] buf, int from, int n) {

int i = skipAnnotations(buf, from, n);

while (i < n) {

while (i < n && Character.isWhitespace(buf[i])) i++;

if (i >= n) break;

char c = buf[i];

if (c == '<') { i = skipAngles(buf, i, n); continue; }

if (!Character.isJavaIdentifierStart(c)) break;

int identStart = i;

while (i < n && Character.isJavaIdentifierPart(buf[i])) i++;

String ident = new String(buf, identStart, i - identStart);

■

int ahead = i;

while (ahead < n && Character.isWhitespace(buf[ahead])) ahead++;

if (ahead < n && buf[ahead] == '(') return ident;       // method
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if (ahead < n && (buf[ahead] == '=' || buf[ahead] == ';'))

return ident;                                        // field

■

if (isPluginKeyword(ident)) {

// "agent", "plan", etc. - next identifier is the name

while (i < n && Character.isWhitespace(buf[i])) i++;

if (i < n && Character.isJavaIdentifierStart(buf[i])) {

int ns = i;

while (i < n && Character.isJavaIdentifierPart(buf[i])) i++;

return new String(buf, ns, i - ns);

}

}

if (isModifier(ident)) continue;

// ... skip generic type args, array brackets ...

}

return "";

}

Listing --- findDeclarationAnchor --- walks past modifiers and types to find the name.

Restoration inserts the annotation on the line above its anchor with matching indentation:

public static String restore(String generated, List<AnnotationSpan> spans) {

if (spans.isEmpty()) return generated;

boolean[] safe = JalGenericsPreprocessor.buildSafeMask(generated);

StringBuilder out = new StringBuilder(generated.length() + spans.size() * 24);

int cursor = 0;

■

for (AnnotationSpan span : spans) {

int hitStart = JalGenericsPreprocessor.findNextIdentifier(

generated, safe, span.anchorIdent, cursor);

if (hitStart < 0) continue;

■

int lineStart = hitStart;

while (lineStart > 0 && generated.charAt(lineStart - 1) != '\n')

lineStart--;

int indentEnd = lineStart;

while (indentEnd < hitStart

&& (generated.charAt(indentEnd) == ' '

|| generated.charAt(indentEnd) == '\t'))

indentEnd++;

String indent = generated.substring(lineStart, indentEnd);

■

out.append(generated, cursor, lineStart);

out.append(indent).append(span.annotationText).append('\n');

cursor = lineStart;

}

out.append(generated, cursor, generated.length());

return out.toString();

}



Extending a Decompiled BDI IDE Page 30

Listing --- restore() --- re-injects @Override above its method in the generated Java.

The key insight is that the annotation does not exist at all in the generated Java (JAC never saw it), so

restoration must insert a new line rather than replacing a placeholder. This differs from the generics and

lambda preprocessors, which can match on existing text.

5.3 Enhanced For-Each Loops

5.3.1 Transformation

JAC does not support Java 5 enhanced for-each syntax (for (Type var : expr)).

JalForEachPreprocessor rewrites it to a traditional iterator-based loop that JAC accepts:

for (String item : list) {            for (java.util.Iterator __forEach0

body;                     -->         = (list).iterator();

}                                         __forEach0.hasNext(); ) {

String item = (String) __forEach0.next();

body;

}

The transformation preserves line count --- the entire rewritten header is emitted on a single line so that

JAC error messages for body code still point to the correct source line:

out.append("for (java.util.Iterator ")

.append(iterName).append(" = (")

.append(expr).append(").iterator(); ")

.append(iterName).append(".hasNext(); ) { ");

if (isFinal) out.append("final ");

out.append(type).append(' ').append(varName)

.append(" = (").append(castType).append(") ")

.append(iterName).append(".next();");

Listing --- JalForEachPreprocessor --- the rewritten loop header on one line.

Each transformation records a ForEachInfo capturing the element type, variable name, collection

expression, generated iterator name (__forEach0, __forEach1, ...), and whether the final modifier was

present:

public static final class ForEachInfo {

public final String type;

public final String varName;

public final String expression;

public final String iterName;

public final boolean isFinal;

}

Listing --- ForEachInfo --- one record per transformed loop.
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5.3.2 Primitive autoboxing

The cast from Iterator.next() (which returns Object) must use the wrapper type for primitives. The

preprocessor maps int to Integer, double to Double, and so on:

static String wrapperForPrimitive(String type) {

switch (type) {

case "int": return "Integer";

case "long": return "Long";

case "double": return "Double";

case "float": return "Float";

case "boolean": return "Boolean";

case "byte": return "Byte";

case "short": return "Short";

case "char": return "Character";

default: return type;

}

}

Listing --- wrapperForPrimitive --- cast target for Iterator.next().

5.3.3 Detection

The for-each colon finder scans inside the parentheses at depth 1. If it encounters a semicolon before a

colon, the loop is a traditional C-style for and the scanner moves on:

private static int findForEachColon(char[] buf, int openParen, int n) {

int depth = 1;

int i = openParen + 1;

while (i < n && depth > 0) {

char c = buf[i];

if (c == '(') depth++;

else if (c == ')') { depth--; if (depth == 0) break; }

else if (c == ';' && depth == 1) return -1;   // traditional for

else if (c == ':' && depth == 1) return i;     // enhanced for-each

i++;

}

return -1;

}

Listing --- findForEachColon --- semicolon means traditional, colon means for-each.

5.3.4 Restoration

After code generation, the distinctive __forEachN iterator pattern in the generated Java is located and

replaced with the original for-each syntax:

public static String restore(String generated, List<ForEachInfo> infos) {

if (infos.isEmpty()) return generated;

String result = generated;
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for (ForEachInfo info : infos) {

String iterPattern = "java.util.Iterator " + info.iterName

+ " = (" + info.expression + ").iterator(); "

+ info.iterName + ".hasNext(); ) { "

+ (info.isFinal ? "final " : "")

+ info.type + " " + info.varName

+ " = (" + wrapperForPrimitive(info.type) + ") "

+ info.iterName + ".next();";

■

String replacement = (info.isFinal ? "final " : "")

+ info.type + " " + info.varName + " : "

+ info.expression + ") {";

■

int idx = result.indexOf(iterPattern);

if (idx >= 0) {

int forIdx = result.lastIndexOf("for (", idx);

if (forIdx >= 0) {

result = result.substring(0, forIdx) + "for ("

+ replacement

+ result.substring(idx + iterPattern.length());

}

}

}

return result;

}

Listing --- restore() --- iterator pattern back to for-each in the generated Java.

5.4 Lambda Expressions and Method References

5.4.1 The null placeholder strategy

JAC does not recognise -> or ::. Where the generics and annotation preprocessors replace tokens with

whitespace, the lambda preprocessor replaces the entire lambda expression with null plus whitespace

padding. null is a valid expression in every context where a lambda can appear (method arguments,

assignments), so JAC parses it without error.

private static void blankWithNull(char[] buf, int start, int end) {

int len = end - start;

if (len >= 4) {

buf[start] = 'n';

buf[start + 1] = 'u';

buf[start + 2] = 'l';

buf[start + 3] = 'l';

for (int k = start + 4; k < end; k++) {

if (buf[k] != '\n' && buf[k] != '\r') buf[k] = ' ';

}

}
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}

Listing --- blankWithNull --- a lambda becomes null plus padding.

The anchor for each lambda span is the name of the enclosing method call (e.g. filter, map, forEach).

The scanner tracks this by maintaining a stack of method names, pushing when it encounters

identifier( and popping on the matching ):

public static final class LambdaSpan {

public final int index;

public final String originalText;    // e.g. "x -> x.isActive()"

public final String methodAnchor;    // e.g. "filter"

}

Listing --- LambdaSpan --- anchored on the enclosing method call.

5.4.2 Lambda detection

The scanner distinguishes -> (lambda arrow) from <-> (which some BDI notations use) by checking the

preceding character. It identifies the parameter region by walking backwards from the arrow to find

either a closing parenthesis (multi-parameter lambda) or a bare identifier (single-parameter lambda):

// Lambda: ->

if (c == '-' && i + 1 < n && buf[i + 1] == '>'

&& (i == 0 || buf[i - 1] != '<')) {

int arrowPos = i;

int paramStart = findParamStart(buf, arrowPos);

■

int j = arrowPos + 2;

while (j < n && Character.isWhitespace(buf[j])) j++;

■

int bodyEnd;

if (j < n && buf[j] == '{') {

bodyEnd = findMatchingBrace(buf, j, n);

} else {

bodyEnd = findExpressionEnd(buf, j, parenDepth, n);

}

■

String original = new String(buf, paramStart, trimEnd - paramStart);

String anchor = methodNames.isEmpty() ? "" : methodNames.peek();

spans.add(new LambdaSpan(spans.size(), original, anchor));

blankWithNull(buf, paramStart, bodyEnd);

i = bodyEnd;

continue;

}

Listing --- lambda detection --- arrow found, walk back for params, forward for body.

Method references follow the same pattern, scanning for :: while excluding ::::

// Method reference: ::
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if (c == ':' && i + 1 < n && buf[i + 1] == ':'

&& (i == 0 || buf[i - 1] != ':')

&& (i + 2 >= n || buf[i + 2] != ':')) {

int refStart = findRefStart(buf, i);

int refEnd = findRefEnd(buf, i + 2, n);

String original = new String(buf, refStart, refEnd - refStart);

String anchor = methodNames.isEmpty() ? "" : methodNames.peek();

spans.add(new LambdaSpan(spans.size(), original, anchor));

blankWithNull(buf, refStart, refEnd);

}

Listing --- method reference detection --- Class::method becomes null.

5.4.3 Restoration

Restoration finds each method anchor followed by (null and replaces the null with the original

lambda text:

public static String restore(String generated, List<LambdaSpan> spans) {

if (spans.isEmpty()) return generated;

StringBuilder out = new StringBuilder(generated.length() + 128);

int cursor = 0;

■

for (LambdaSpan span : spans) {

if (span.methodAnchor.isEmpty()) {

int nullIdx = findStandaloneNull(generated, cursor);

if (nullIdx >= 0) {

out.append(generated, cursor, nullIdx);

out.append(span.originalText);

cursor = nullIdx + 4;   // skip "null"

}

continue;

}

■

int hit = findAnchoredNull(generated, span.methodAnchor, cursor);

if (hit >= 0) {

out.append(generated, cursor, hit);

out.append(span.originalText);

cursor = hit + 4;

}

}

out.append(generated, cursor, generated.length());

return out.toString();

}

Listing --- restore() --- null placeholders become lambdas in the generated Java.

5.5 The Four-Phase Pipeline
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The hook's stripInPlace method orchestrates all four preprocessors in sequence. The order matters:

for-each runs first because its transformation produces code that might contain identifiers the later phases

need to handle; lambdas run second because annotation stripping must not confuse a -> inside a lambda

body with surrounding context; annotations third; generics last because they need to see the final state of

all other transformations:

private static void stripInPlace(File orig) throws IOException {

byte[] origBytes = Files.readAllBytes(orig.toPath());

String src = new String(origBytes, StandardCharsets.UTF_8);

■

src = shadowRestore(orig, src);

origBytes = src.getBytes(StandardCharsets.UTF_8);

■

// Phase 1: Transform enhanced for-each -> iterator-based loops

JalForEachPreprocessor.Result feResult =

JalForEachPreprocessor.transform(src);

String current = feResult.text;

■

// Phase 2: Strip lambdas and method references

JalLambdaPreprocessor.Result lamResult =

JalLambdaPreprocessor.strip(current);

current = lamResult.text;

■

// Phase 3: Strip Java annotations (@Override, @Deprecated, etc.)

JalAnnotationPreprocessor.Result annotResult =

JalAnnotationPreprocessor.strip(current);

current = annotResult.text;

■

// Phase 4: Strip generics

JalGenericsPreprocessor.Stripped genResult =

JalGenericsPreprocessor.strip(current);

■

boolean hasForEach    = !feResult.infos.isEmpty();

boolean hasLambdas    = !lamResult.spans.isEmpty();

boolean hasAnnotations = !annotResult.spans.isEmpty();

boolean hasGenerics   = !genResult.spans.isEmpty();

■

if (!hasForEach && !hasLambdas && !hasAnnotations && !hasGenerics)

return;

■

shadowSave(orig, origBytes,

hasLambdas || hasAnnotations || hasForEach);

■

ORIG_CONTENT.put(orig.getPath(), origBytes);

if (hasGenerics) SPANS.put(orig.getPath(), genResult.spans);

if (hasLambdas) LAMBDA_SPANS.put(orig.getPath(), lamResult.spans);

if (hasAnnotations)

ANNOTATION_SPANS.put(orig.getPath(), annotResult.spans);

if (hasForEach) FOREACH_INFOS.put(orig.getPath(), feResult.infos);
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Files.write(orig.toPath(),

genResult.text.getBytes(StandardCharsets.UTF_8));

}

Listing --- stripInPlace --- four phases, one file, one disk write.

The postprocess method restores in reverse order --- generics first, then annotations, then lambdas,

then for-each --- so that each restoration operates on the cleanest possible generated Java:

// Inside postprocess(), for each JAL source with any spans:

■

// 1a: Restore generics

List<JalGenericsPreprocessor.Span> genSpans = SPANS.get(jalSource);

if (genSpans != null && !genSpans.isEmpty()) {

modified = JalGenericsPreprocessor.removeTypeParamStubs(modified);

modified = JalGenericsPreprocessor.restore(modified, genSpans);

}

■

// 1b: Restore annotations

List<JalAnnotationPreprocessor.AnnotationSpan> annotSpans =

ANNOTATION_SPANS.get(jalSource);

if (annotSpans != null && !annotSpans.isEmpty()) {

modified = JalAnnotationPreprocessor.restore(modified, annotSpans);

}

■

// 1c: Restore lambdas and method references

List<JalLambdaPreprocessor.LambdaSpan> lamSpans =

LAMBDA_SPANS.get(jalSource);

if (lamSpans != null && !lamSpans.isEmpty()) {

modified = JalLambdaPreprocessor.restore(modified, lamSpans);

}

■

// 1d: Restore for-each (best-effort)

List<JalForEachPreprocessor.ForEachInfo> feInfos =

FOREACH_INFOS.get(jalSource);

if (feInfos != null && !feInfos.isEmpty()) {

modified = JalForEachPreprocessor.restore(modified, feInfos);

}

Listing --- postprocess restoration order --- generics, annotations, lambdas, for-each.

5.6 The Shadow Cache

One critical problem remains. The JDE's "Clean up" operation regenerates JAL source files from its

internal model, which knows nothing about annotations, for-each loops, or lambdas. A user who writes

@Override in a plan, clicks "Clean up", and recompiles finds the annotation gone --- the regenerated

.plan file contains only the syntax that the JDE's model can represent.
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The shadow cache solves this. Before stripping, stripInPlace writes the modern-syntax source to a

.jalshadow file alongside the original:

private static void shadowSave(File jalSource, byte[] content,

boolean hasModernSyntax) {

if (!hasModernSyntax) return;

try {

Files.write(shadowFile(jalSource).toPath(), content);

} catch (IOException ignored) {}

}

Listing --- shadowSave --- persist the modern-syntax source.

On the next compile, before any preprocessing, shadowRestore checks whether the file on disk still

contains modern syntax. If it does (the user may have edited it), the shadow is updated. If it does not

(Clean up regenerated it), the shadow's content replaces the file:

private static String shadowRestore(File jalSource, String currentSrc) {

File shadow = shadowFile(jalSource);

if (!shadow.isFile()) return currentSrc;

■

boolean currentHasModern = hasModernSyntax(currentSrc);

if (currentHasModern) {

// File still has modern syntax - update the shadow.

try {

Files.write(shadow.toPath(),

currentSrc.getBytes(StandardCharsets.UTF_8));

} catch (IOException ignored) {}

return currentSrc;

}

■

// File lost modern syntax (Clean up regenerated it).

try {

String shadowSrc = new String(

Files.readAllBytes(shadow.toPath()), StandardCharsets.UTF_8);

if (hasModernSyntax(shadowSrc)) {

Files.write(jalSource.toPath(),

shadowSrc.getBytes(StandardCharsets.UTF_8));

return shadowSrc;

}

} catch (IOException ignored) {}

return currentSrc;

}

Listing --- shadowRestore --- transparently patches a regenerated file.

The hasModernSyntax detector does a quick scan for known markers --- @Override, @Deprecated, ->

(excluding <->), :: (excluding :::), and for-each colons at depth 1 inside for (...):

private static boolean hasModernSyntax(String src) {

for (int i = 0; i < src.length(); i++) {
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char c = src.charAt(i);

if (c == '@' && i + 1 < src.length()

&& Character.isJavaIdentifierStart(src.charAt(i + 1))) {

String rest = src.substring(i + 1,

Math.min(i + 20, src.length()));

if (rest.startsWith("Override") || rest.startsWith("Deprecated")

|| rest.startsWith("SuppressWarnings")

|| rest.startsWith("FunctionalInterface"))

return true;

}

if (c == '-' && i + 1 < src.length() && src.charAt(i + 1) == '>'

&& (i == 0 || src.charAt(i - 1) != '<'))

return true;

if (c == ':' && i + 1 < src.length() && src.charAt(i + 1) == ':'

&& (i == 0 || src.charAt(i - 1) != ':')

&& (i + 2 >= src.length() || src.charAt(i + 2) != ':'))

return true;

}

// ... also checks for enhanced for-each colons ...

return false;

}

Listing --- hasModernSyntax --- quick presence check for any preprocessor-relevant syntax.

6. JALX: Readability Extensions for JAL

Sections 4 and 5 bring Java syntax into JAL. This section adds syntax to JAL that Java never had, aimed

at the parts of a JACK program that are specifically agent-shaped: plan declarations, beliefset queries,

and the meta level. The extensions are called JALX. Like everything above, they are a textual layer in

front of the untouchable grammar --- but where the earlier preprocessors strip syntax and restore it in the

generated Java, JALX translates: it rewrites JALX source into plain JAL and leaves nothing to restore.

6.1 Motivation: One Program, Read Closely

The extensions were not designed in the abstract. They came out of writing one non-trivial CoJACK

application, ReasoningTraceCoJACK, and recording every place where the code was hard to read or

silently wrong. The application codes 31 types of reasoning trace (classification, deduction, abduction,

counterfactual, planning, and so on) as one agent: 31 object-level plans in six capabilities, three

meta-level PlanChoice plans, and 19 beliefsets. Every answer is a step-by-step trace, and a self-test

checks each type's answer against values worked by hand.

Five problems recurred.
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# Problem How it showed up

1 Plan inheritance carries methods

but not # declarations

31 plans each repeat #handles

event, #reads data, the

focus logicals, relevant()

and kind(). A #reads data

declared only in a base plan

compiles, but the field is never

wired and stays null at run

time.

2 The same bookkeeping wraps

every plan body

Open the attempt, try, turn an

exception into a failed attempt,

!t.rejected(); --- 31 copies.

3 Query parameters bind to fields

by position

A query declared as

with(String r, String o,

logical String $s) over

fields (subject, relation,

object) compiles and silently

matches nothing. Two plans

reported "no applicable

reasoning" before this was

found.

4 Existence tests need

hand-written function queries

An extra logical in context()

creates one plan instance per

matching row, so "does any row

exist?" had to be written as a

#function query boolean

in the beliefset --- 16 of them.

5 Silent body traps A boolean expression used as a

statement is a logical test:

set.add(x) on a duplicate

fails the plan with no message.

c ? x : null is rejected with

"Incompatible types".

Table --- the problems that motivated JALX, all observed in one application.

Problems 3 and 5 are not readability problems. They are correctness problems that the language makes 

easy and the compiler does not report. That set the bar for JALX: an extension had to make the program
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shorter and make one of these mistakes impossible or loud.

6.2 Design Constraints

The constraints are the paper's, plus one that came from the user. JALX must:

• never touch the grammar (Section 1) --- it is a text-to-text translation run before JAL parses;

• run in both compile paths: the JDE's own build and the headless aos.main.JackBuild that projects

call from build.bat (both reach MainImproved, so both reach the hook of Section 4.8);

• preserve line numbers, so that a JAL error in translated code names the line the user wrote;

• be pass-through: a file with no JALX syntax must come out byte-for-byte unchanged;

• turn every detected mistake into a build failure at the right line, not a warning nobody reads.

The last point uses a small trick. A JALX error is printed as [JALX] file:line: error: ... and also

planted in the translated source as a #JALX_ERROR token at the start of that line. JAL cannot parse it, so

the compile stops there --- even for a mistake, like a misordered query, that is perfectly valid JAL.

6.3 The Extensions

6.3.1 Inherited declarations and around-body

A plan may contain an #inherit { ... } block. Its members --- # declarations, logical members,

fields and methods --- are copied into every plan that extends it. A plan may also contain #around body

{ ... #proceed; ... }, which wraps the body() of every plan that extends it. Here is the base of all

31 reasoning plans:

public plan TracePlan extends Plan {

■

#inherit {

#handles event ReasonEvent ev;

#reads data QueryTermBeliefset qterms;

■

logical int $p;

logical String $x;

■

static boolean relevant(ReasonEvent ev) {

return ev.t.wants(KIND);

}

■

public String kind() {

return KIND;

}

}

■



Extending a Decompiled BDI IDE Page 41

#around body {

Trace t = ev.t;

String x = $x.as_string();

begin(t, x);

try {

#proceed;

} catch (Exception e) {

t.fail(e);

}

!t.rejected();

}

■

public String kind() { return null; }

public String[] assumptions() { return new String[0]; }

protected void begin(Trace t, String focus) { ... }

...

}

Listing --- TracePlan --- the declarations every reasoning plan inherits, and the body every reasoning

plan runs inside.

Copied members refer to KIND, which each subclass declares. Because the copy is textual, KIND resolves

to the subclass's constant --- the inherited relevant() is the subclass's own static method, as JACK

requires. A member the subclass already has (same #handles, same data name, same logical, same

method name) is not copied, so a subclass can override anything. The base plan itself keeps its ordinary

methods and loses the two blocks, so it handles no event and is never instantiated.

The effect on a plan is easiest to see side by side. Before:

public plan DeductionPlan extends TracePlan {

#handles event ReasonEvent ev;

#reads data QueryTermBeliefset qterms;

#reads data FactBeliefset facts;

#reads data RuleBeliefset rules;

#reads data PremiseBeliefset premises;

■

logical int $p;

logical String $x;

logical String $w;

logical int $q;

logical String $y;

logical String $v;

■

static boolean relevant(ReasonEvent ev) {

return ev.t.wants("deduction");

}

■

public String kind() {

return "deduction";

}
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■

context() {

qterms.at(ev.t.id, $p, $x, $w) && facts.known($x.as_string())

&& qterms.at(ev.t.id, $q, $y, $v) && $q.as_int() > $p.as_int()

&& rules.concludesObj($y.as_string());

}

■

body() {

Trace t = ev.t;

String x = $x.as_string();

String y = $y.as_string();

begin(t, x);

try {

... the deduction ...

} catch (Exception e) {

t.fail(e);

}

!t.rejected();

}

}

Listing --- DeductionPlan in plain JAL.

After:

public plan DeductionPlan extends TracePlan {

static final String KIND = "deduction";

#assumes rules_sound, closed_world;

#reads data FactBeliefset facts;

#reads data RuleBeliefset rules;

#reads data PremiseBeliefset premises;

■

logical int $q;

logical String $y;

■

context() {

qterms.at(trace: ev.t.id, pos: $p, term: $x) && exists facts(subject: $x)

&& qterms.at(trace: ev.t.id, pos: $q, term: $y) && $q.as_int() > $p.as_int()

&& exists rules(object: $y);

}

■

body() {

String y = $y.as_string();

... the deduction ...

}

}

Listing --- the same plan in JALX. What is left is what is specific to deduction.

6.3.2 #assumes
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#assumes rules_sound, closed_world; declares the standing assumptions a plan rests on. It becomes

public String[] assumptions(). In ReasoningTraceCoJACK, the meta-level plans reason about these

assumptions --- Assumption Identification compares the hidden premises of the candidate plans;

Self-Reflection sets aside any candidate that rests on the premise a failed attempt has just disproved ---

and before JALX they read them from a hand-maintained Java table, apart from the plans they described.

Now the meta level reads them from the plan itself, through the plan factory that Signature.getPlan()

returns:

public String[] assumptions(int i) {

try {

Object p = sigs.get(i).getPlan();

Object r = p.getClass().getMethod("assumptions").invoke(p);

return r == null ? new String[0] : (String[]) r;

} catch (Exception e) {

return new String[0];

}

}

Listing --- rt.Choice.assumptions --- a meta-level plan reads a candidate's declared assumptions. The

factory's logicals are unbound, but its methods work.

6.3.3 Named query arguments and _

A beliefset query may be called with arguments named after the beliefset's fields:

for (Cursor c = with(relation: "is_a", object: category); c.next(); ) n++;

Listing --- a named query call. The subject is left out.

JALX reorders the arguments into the order the query declares, so the positional binding that caused

problem 3 can no longer be got wrong at a call site. Any field left out --- or written as _ --- is a "don't

care" and becomes a fresh logical:

int n = 0; logical String $jx3;

for (Cursor c = with($jx3, "is_a", category); c.next(); ) n++;

Listing --- the translation. The declaration is inserted at the start of the statement, on the same line.

Inside context() a fresh logical has to be a plan member, and a member logical that can take several

values makes JACK create one plan instance per value --- exactly the multiplication that problem 4

describes. JALX therefore allows _ in a context only on a #value field (one value per key, so no

multiplication) and rejects it on a #key field, pointing at exists:

[JALX] P.plan:7: error: _ on key field 'relation' inside context() would make one

plan instance per matching row; use exists, or bind it to a logical you mean to vary over

Listing --- the error for an instance-multiplying _.
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The beliefset declarations get the matching check. When a query parameter is named after a field, it must

sit in that field's position:

[JALX] Facts.bel:10: error: query with: parameter 'relation' is in the position of

field 'subject'. JACK binds query parameters to fields BY POSITION, so this query

compiles and matches the wrong column. Field order: subject, relation, object, weight

Listing --- problem 3, caught. In plain JAL this declaration compiles.

6.3.4 exists

exists facts(subject: $x) is true if any row matches and binds nothing. JALX picks the query

whose inputs (non-logical parameters) are exactly the given fields, preferring an indexed one, and

generates a boolean function query for it in the beliefset:

#function query boolean jalxExists_about_100(String a0) {

logical String $jxe1; logical String $jxe2;

return about(a0, $jxe1, $jxe2).next();

}

Listing --- a generated existence test (shown on several lines; JALX emits it on the beliefset's last line).

The call site becomes facts.jalxExists_about_100($x.as_string()). If no query fits, the error lists

every query with its inputs, so the fix --- declare one --- is obvious. In ReasoningTraceCoJACK, 51

exists uses replaced the 16 hand-written functions; JALX generates exactly 16.

6.3.5 Checks for silent traps

Two lints run over plans:

• A collection call as a statement. In a plan body this is a logical test. Only a call that can return false

can fail the plan, so the check is by declared type: add, remove, addAll, removeAll and retainAll

on a Set; remove, removeAll and retainAll on other collections. A first version also flagged

List.add, which always returns true --- a false positive found on the application's own code and

removed.

• A null branch in ?:, which JAC rejects with an unhelpful "Incompatible types for assignment

operator".

6.4 Implementation

JALX is four classes in a new package, aos.jalx, plus four small edits to JalGenericsHook. Because

aos.jalx does not exist in jack.jar, step 2 of the build (jar xf) cannot overwrite it, and it needs no entry

in INTEGRATION_FILES.
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Class Lines Role

Jalx 340 Hook API (prepare,

translated, hasSyntax), the

model of beliefsets and plans,

error reporting, a command-line

translator.

JalxTranslator 634 One file: inheritance,

around-body, #assumes, named

arguments, _, exists, checks.

JalxText 185 Masking of literals and

comments, bracket matching,

argument splitting,

line-preserving collapse.

JalxCogProcess 108 Runs CoJACK's CogProcess

over translated sources (Section

6.5.1).

Table --- the JALX package.

Masking. Every rewrite works on a copy of the source in which string and character literals and

comments are blanked to spaces, newlines kept. Brackets, commas and colons are found only in code,

and every offset in the mask is the same offset in the original --- the same technique the generics

preprocessor uses for its safe-mask (Section 4.4).

Line preservation. Injected code is folded onto existing lines: comments removed, line breaks turned

into spaces. Removed code (a base plan's #inherit block) is blanked with its newlines kept. A test-suite

invariant checks that every translated file has exactly as many lines as its source. Inherited members are

placed at the start of the line after the class brace, for a reason Section 6.5.1 explains.

A model of the whole build. Translating a plan needs other files: its base plan, the beliefsets its queries

name. The first version built its model from the hook's argv, and it worked for pass 1 of a CoJACK build

and failed for pass 3: JackBuild -r passes only the sources it decides to rebuild, so the base plan and

the beliefsets were missing and nothing was translated. JALX now builds its model from every JAL file

in the directories argv touches, and translates only the argv files.

The hook changes are small. preprocess calls Jalx.prepare(argv) after template expansion, and

stripInPlace gains a phase 0:

src = shadowRestore(orig, src);

origBytes = src.getBytes(StandardCharsets.UTF_8);
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■

// Phase 0: JALX extensions -> plain JAL (translated in preprocess()).

// origBytes stays the user's JALX source, so postprocess restores it.

String jalx = aos.jalx.Jalx.translated(orig.getPath());

boolean hasJalx = jalx != null;

if (hasJalx) src = jalx;

■

// Phase 1: Transform enhanced for-each -> iterator-based loops

...

Listing --- stripInPlace, phase 0. The other four phases then run on the translated text.

hasModernSyntax also returns true for JALX syntax, so the shadow cache of Section 5.6 protects JALX

sources from the JDE's "Clean up" the same way it protects annotations and lambdas.

6.5 Two Findings About the Build

Getting the translated application to build correctly --- not just to compile --- surfaced two problems in

the build pipeline itself. Neither produces an error. Both would have produced a program that runs,

without CoJACK, and says nothing.

6.5.1 CogProcess reads plan sources

A CoJACK build has three passes: generate Java (JackBuild -nc), inject cognitive moderation

(CogProcess), compile (JackBuild -r). CogProcess decides which plans to instrument by reading each

plan's .plan source, line by line, for its event:

CogProcessPlan.containsEvent:  Pattern.compile("^[ \\t]*#handles[ \\t]+event")

Listing --- recovered from cojack.jar bytecode with javap.

A JALX plan that inherits its #handles has no such line. CogProcess prints "plan doesnt support

cognitive events" --- the same message it prints, correctly, for a PlanChoice plan --- and moves on. In

the first JALX build of ReasoningTraceCoJACK it printed it 34 times, and one plan was instrumented

instead of 32.

And CogProcess runs as its own build step, outside JackCompile, so the hook never runs for it: by the

time it reads the sources, the hook has restored them. JalxCogProcess closes the gap the same way the

hook does for JackCompile. It translates every JAL source under the working directory in place, calls

CogProcess.main by reflection, and restores the originals --- from a shutdown hook as well, because

CogProcess may call System.exit. Translation puts inherited members at the start of a line so the pattern

matches. Section 4.9.2 extends the wrapper to plans generated from templates. A project's build.bat

changes one class name in pass 2; the jack-commons application template was changed the same way,

and a project generated from it with no JALX syntax was checked to build and run unchanged.
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6.5.2 Restored sources look newer than their output

The hook rewrites a source, JAL generates its .java, and the hook restores the source. The restored

source is now newer than the .java it produced. Pass 3 (JackBuild -r) compares timestamps,

concludes the source has changed, re-parses it, and regenerates the .java --- overwriting the

instrumentation CogProcess has just added. The fix is to restore the file's modification time along with its

content:

Files.write(Paths.get(path), content);

// Put the ORIGINAL modification time back. Restoring makes the source

// newer than the .java it just generated, and a later "JackBuild -r"

// (pass 3 of a CoJACK build) then re-parses it and regenerates the

// .java - discarding CogProcess's instrumentation without a word.

Long mtime = ORIG_MTIME.get(path);

if (mtime != null) new File(path).setLastModified(mtime);

Listing --- writeWithRetry, restoring the timestamp.

This is not specific to JALX. Any source the earlier preprocessors rewrite --- one with generics,

annotations, a for-each or a lambda --- goes through the same restore, so a CoJACK project using those

features was exposed to the same silent loss. The fix covers every phase.

6.6 Evaluation

Equivalence. The strongest check available is that the program does not change.

ReasoningTraceCoJACK's demo is deterministic: it writes 42 traces (31 object-level types answered, plus

the meta-level traces of the choices made on the way) to a JSON-lines file, and two runs of the same

build are byte-identical. The pre-JALX sources were rebuilt in a scratch copy with the pre-JALX

jde-new.jar, and the JALX sources with the new one. Both builds instrument 32 plans, and the two

trace files have the same SHA-256 hash. The self-test passes 54 of 54 checks on the JALX build.

One honest qualification. A trace file captured from an earlier pre-JALX build differed from both in one

value: a meta-level trace printed CoJACK's utility for one plan as 5, which is JACK's default rank --- the

value a plan has when it is not cognitively instrumented. A clean rebuild of the identical sources prints

8316, as the JALX build does. What was wrong with that earlier build was not established; it is consistent

with Section 6.5.2, but that was not proven.

Size. Lines of code, excluding blank lines and comments:

Measure Before After Change

31 object-level plans 2,571 2,038 -533 (-20.7%)

per plan, mean 82.9 65.7 -17.2
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TracePlan (base) 30 56 +26

19 beliefsets 403 337 -66 (-16.4%)

all JAL 3,318 2,745 -573 (-17.3%)

Table --- source size before and after the port.

Repeated element Before After

#handles event

ReasonEvent

31 1

#reads data

QueryTermBeliefset

31 1

relevant() 34 4

kind() 32 2

begin(t, x) /

!t.rejected()

31 / 31 1 / 1

hand-written existence functions 16 0 (16 generated)

Table --- boilerplate removed. The remaining relevant() copies are the three meta-level plans and the

base.

The port itself was done by a script that refused to touch any plan whose shape it did not recognise

exactly; it ported all 31.

Fault detection. A test suite (tests/jalx/run_jalx_tests.py, 14 cases) runs the translator from the

built jar. It checks each extension's output and each error: the misordered query declaration, _ on a key

field in a context, exists with no fitting query, a misspelt field name, named and positional arguments

mixed, the two lints and the absence of the List.add false positive, and pass-through of plain JAL.

Every case also checks that the translated file has as many lines as its source. All 14 pass.

Cost. Running the translator over the application's 55 JAL files takes about 0.7 s, against 0.05 s for the

JVM alone. JALX runs in all three passes of a CoJACK build, adding roughly two seconds to a build of

about a minute.

6.7 Teaching the Assistant JALX
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JAL is absent from the training data of the models behind the embedded assistant (Section 2), so

everything Claude knows about JAL it learns from SYSTEM_PROMPT on every request. A language

extension the prompt does not describe does not exist for the assistant: it would write the 31 copies of

relevant() that JALX removes, and it would keep making the mistakes JALX was built to catch.

Version 3 therefore adds a section to the prompt, placed directly after the generics section and marked the

same way:

"### JALX Extensions (NON-STANDARD JACK)\n" +

"This JDE also supports JALX: extensions that a preprocessor " +

"translates into plain JAL, line for line, before JAL parses " +

"(package aos.jalx). They are NOT standard JACK. Named query " +

"arguments, `_`, `exists` and `#assumes` may be used in any project " +

"built with this JDE. Use `#inherit` / `#around` when two or more " +

"plans repeat the same declarations or the same body wrapper, or " +

"when the project already uses them.\n\n" +

Listing --- the opening of the JALX section of SYSTEM_PROMPT --- when to use which extension.

The generics section tells the assistant to prefer plain code unless asked; the JALX section is less

restrictive, because its extensions are not a different programming style but a safer spelling of the same

one. Named arguments and exists remove a class of silent errors at no cost, so the assistant may use

them anywhere; #inherit and #around change the shape of a program, so they are reserved for plans

that already repeat themselves.

The section has five parts --- inherited declarations and around-body, #assumes, named arguments and _,

exists, and errors and warnings --- each with the rules that JALX enforces, stated as rules rather than

left for the assistant to discover from a failed build: _ only on a logical parameter, and inside context()

only on a #value field; query parameters named after their fields; a logical passed to exists must

already be bound. Two rules matter beyond JALX and are stated for all JAL code: a boolean expression

used as a statement in a plan body is a logical test (seen.add(x); on a duplicate fails the plan), and JAL

rejects c ? x : null. The CoJACK finding of Section 6.5.1 is stated as a requirement on the code the

assistant writes:

"CoJACK projects: CogProcess finds a plan's event by reading the " +

".plan SOURCE for a `#handles event` line, which an inherited " +

"#handles does not have. The project's build.bat pass 2 MUST run " +

"`aos.jalx.JalxCogProcess .` instead of " +

"`aos.cojack.jenablers.cogprocess.CogProcess .`, or those plans " +

"run WITHOUT cognitive moderation and nothing reports it.\n\n" +

Listing --- the build requirement the assistant must respect when it uses inherited declarations.

The example is code, so it was compiled. The section's worked example is a base plan, StepPlan, and a 

subclass, ParsePlan. The first draft of ParsePlan had the context exists log(entry: $x) --- which 

reads well and is wrong: exists binds nothing, so $x was never bound, and the around-body's 

$x.as_string() would have thrown at run time. A model taught that example would reproduce the bug.
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The fix binds $x with a named-argument query, log.pending(entry: $x, level: _), where level is

a #value field. The corrected example was then extracted from the Java string literals in

ClaudeApiClient.java, given the beliefset and event it refers to and a minimal agent, and built with

aos.main.JackBuild through the new jar. It compiles and runs, printing parsing e1: the inherited

#handles and relevant(), the subclass's KIND, the named-argument context and the around-body's x all

work together. The source still held its #inherit block afterwards, as the hook restores it.

The lesson generalises the one in Section 7.7: a prompt that teaches a language is a program's

specification, and its examples deserve the same test as the program. An example that cannot compile, or

that compiles and fails, is worse than none, because the assistant copies examples more faithfully than it

follows rules.

6.8 Limitations

JALX is textual. It has a model of beliefsets and plans but no type checker: it does not check that an

argument's type fits the field, and a mistake there surfaces as a JAL or javac error on the right line. The

declaration that a fresh _ logical needs is placed at the start of its statement, found by scanning back for

;, { or }; a _ inside the condition of a for header would get its declaration inside the header. No editor

support was added: the JDE edits JALX sources as text, and neither the editor nor the project tree was

checked with them open. The shadow-cache protection of JALX sources against "Clean up" is wired in

but has not been exercised in the GUI; the evaluation above used the headless build. The JDE's own build

does not run CogProcess, so the finding of Section 6.5.1 matters only for builds that do --- which is every

CoJACK project's build.bat. The system prompt teaches JALX, and its example is verified, but no

generation through the API was evaluated: whether the assistant actually writes correct JALX from the

prompt has not been measured. Of the extensions proposed while the application was being written, one

was not built: a query-like syntax for choosing among the applicable plans in a PlanChoice plan, which

still iterates Signatures by hand.

7. Lessons

7.1 Respect the Black Boxes

Every problem in this project traced back to respecting two black boxes: the compiled grammar bytecode 

and the opaque .enc resources. The JDK 21 migration was short because the fixes landed entirely in 

decompiled, readable code. The generics effort was long because the first plan assumed the grammar was 

editable, based on memory notes that turned out to be wrong. Verifying the actual shape of Java12.enc 

(it starts 0x08, not 0xAC 0xED) invalidated the entire Path A design and forced a pivot to the purely
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textual Path B. Future language extensions should begin with a cheap feasibility probe of the black box,

not an architecture document written against a half-remembered memory.

7.2 Erasure vs Specialisation

Two different mechanisms solved two different shapes of the same problem. Agent type parameters are

often just a typed handle on an opaque field --- Object carries enough methods (toString, equals,

hashCode) for erasure to work. Plan and capability templates are different: their bodies routinely access

domain-specific methods and fields of the concrete event type. Literal substitution was required.

Choosing the right mechanism per shape --- rather than forcing one strategy onto both --- kept each

implementation small and understandable.

7.3 Iterative Worklists Beat Regex

The first draft of the expander did one scan-and-generate pass. It handled #uses plan Foo<X> directly

in a capability but not a capability template whose expansion produced a new #uses plan directive.

Rewriting as an iterative worklist turned a linear pipeline into a fixed-point loop that naturally handled

nested templates without any special-case code for the capability-contains-plan case.

7.4 Build-Step Details Matter

Three separate bugs came from build mechanics, not from feature logic: javac's @file format treats

backslash as an escape character (Windows paths broke); cmd's if exist block breaks on a path

containing a ) character (Program Files (x86)); jar file locks silently prevent rebuilds when the JDE is

still running. Each had a fix that fit in a few lines. Each had to be discovered the hard way because the

symptom never named the cause. A lesson for future IDE hacks: verify the running jar contains your

latest code before spending a single minute on behavioural debugging. The PowerShell-based source-file

generation that finally landed in build.bat illustrates the shape of the fix:

REM javac @-file treats backslash as an escape character, so paths must

REM use forward slashes. Also wrap each path in double quotes for spaces.

set RAW_SOURCES=%PROJECT_DIR%\build\sources_raw.txt

dir /s /b "%SRC%\*.java" > "%RAW_SOURCES%"

if exist "%SOURCES_FILE%" del "%SOURCES_FILE%"

powershell -NoProfile -Command "(Get-Content -LiteralPath '%RAW_SOURCES%') ^

| ForEach-Object { '\"' + ($_ -replace '\\','/') + '\"' } ^

| Set-Content -LiteralPath '%SOURCES_FILE%'"

Listing --- build.bat --- paths converted to forward slashes before javac sees them.

7.5 One Pattern, Four Preprocessors
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The annotation, for-each, and lambda preprocessors all follow the same strip/restore pattern established

by the generics preprocessor --- but each requires a different restoration strategy. Generics restore by

ordinal-identifier match (the anchor exists in the generated Java, the generic text is appended or

prepended). Annotations restore by inserting a new line (the annotation never existed in the generated

code). Lambdas restore by replacing null placeholders. For-each loops restore by matching the

distinctive __forEachN iterator pattern. The shared pattern made each new preprocessor fast to

implement (~240--315 lines each), but the variation in restoration strategy meant no useful base class

could be extracted. Each preprocessor is self-contained.

7.6 The Shadow Cache as Safety Net

The shadow cache emerged from a real data-loss scenario: a user added @Override annotations

throughout a project, ran "Clean up" (which regenerates .plan files from the JDE's internal model), and

lost every annotation. The shadow cache is invisible during normal operation --- it only activates when a

file loses modern syntax between compiles. This means users never need to know it exists, and if the

shadow file becomes stale (because the user intentionally removed the annotations), the

hasModernSyntax check on both the current file and the shadow prevents unwanted restoration.

7.7 Equivalence Is the Test That Counts

A language extension that compiles is not yet a correct one. Every JALX feature translated as designed

well before the application it was written for was right: the first JALX build instrumented 1 of 32 plans.

CogProcess's only sign was a line it also prints, correctly, for meta-level plans, and nothing in a CoJACK

build fails when a plan goes uninstrumented --- the plan simply runs without moderation. What caught it

was not a test of JALX but a count of what CogProcess instrumented, and then a byte comparison of the

application's output before and after the port. A deterministic program with a recorded output is the

cheapest strong test a translator can have; it is worth making the program deterministic for that alone.

7.8 Every Step That Reads Source Is Part of the Language

The hook of Section 4.8 sees every source JackCompile reads. It does not see what other tools read.

CogProcess reads .plan files with a regular expression, and so its idea of the language --- a #handles

event at the start of a line --- became a constraint on JALX: inherited declarations had to land at the start

of a line, and CogProcess had to run over translated sources. The same is true of the timestamps every

tool compares. A source-to-source extension has to be accounted for at every step of the build that opens

the file, not just the one it was written for.

7.9 A Template Must Keep the Names
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Mangled names (SetDebugPlan__SetDebugEvent) were adequate while templates varied only in event

type, because nothing read the name. NeonAffect's behaviour plans read their own names: the name is

recorded as the behaviour shown, selects the plan through the plan context, and keys the plan's cognitive

configuration. For those plans the name is not an identifier the compiler needs but data the program uses,

and a template that cannot preserve it cannot replace them. The named form keeps the name in the

source, where the user wrote it, and everything else --- the generated plan, its configuration in all three

parameter groups, activated in the one its channel argument names --- is derived from that one line.

7.10 The Editor Owns the Sources

A JDE project's .plan and .cap files look like sources but are outputs: the editor regenerates them from

its model, and a change made only to the file lasts until the next regeneration. Template lines survived

because the model happens to keep statements it cannot parse as verbatim code --- a property found by

reading the generator and confirmed by running it headless, not one anyone designed for. Two habits

made the conversion of a 3,400-plan project safe: change the model and let the JDE's own generator write

the files, and test every step on a copy with the JDE's own tools before touching the project.

8. Conclusion

Five extensions --- an embedded Claude assistant, a modern Java toolchain, a generics preprocessor

capable of full template specialisation for plans and capabilities, a modern-syntax preprocessor handling

annotations, for-each loops, lambdas, and method references, and the JALX readability extensions --- all

land cleanly inside a JDE project distributed only as decompiled stubs around an opaque grammar. Each

feature respects the single hard constraint (original compiled rule classes cannot be modified) and works

via a narrow integration point: a menu item, a --release 21 flag, a hook call inside

MainImproved.java.

The resulting system lets a user write agent Foo<T> and #has capability

DebugCapability<SetDebugEvent> debugCap; in JAL source, get standard JAL compilation with

specialised output, use @Override on plan methods, iterate collections with for (String s : list),

pass x -> x.isActive() to stream operations, and stay inside the JDE's familiar edit/compile/run loop.

A codebase of 3,200 plans --- the user's actual corpus --- is a realistic target for the template mechanism

to reduce duplication across plans that differ only in their triggering event type.

The preprocessing architecture is deliberately simple: each phase is a pure function from (source_text) 

-> (stripped_text, spans) and (generated_text, spans) -> restored_text. No shared mutable 

state between preprocessors. No base classes. The JalGenericsHook orchestrator runs them in sequence 

and stores their span data in four independent maps. Adding a fifth preprocessor (for records, sealed
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classes, or pattern matching) would mean writing another 200--300 line class and adding two lines to

stripInPlace and postprocess.

JALX takes the same architecture one step further: instead of stripping Java syntax and restoring it, it

translates new JAL syntax away entirely, line for line. Its extensions were chosen by writing a real

application and keeping a list of what went wrong; three of the five problems on that list were silent

errors, and each extension either removes a repeated piece of code or turns one of those silent errors into

a build failure at the right line. On that application the plans lost a fifth of their length and none of their

behaviour --- and the work of proving the second claim found two ways a CoJACK build could quietly

drop cognitive moderation, both now fixed for every preprocessor, not only JALX. Named template

instantiation applies the same discipline to plan templates: fifteen CoJACK behaviour plans of the user's

affect model became one template and fifteen lines, and adding a behaviour --- with its configuration in

every parameter group --- became adding a line. The same lines scale to an editor-maintained project of

3,400 plans, built in under three minutes.

The larger point: a closed product can be extended thoughtfully without reverse-engineering its core. The

grammar is still the grammar; the preprocessor is a thin layer wrapping it. When the boundary between

what you can change and what you can't is drawn honestly, each extension stays small, and the combined

system stays buildable.

Appendix A. File Manifest

New and modified source files introduced by the work described in this paper. Line counts are as of the

final build reported in memory.

File LOC Role

aos/claude/ClaudeEventHandler.java--- IDE event interface.

aos/claude/ClaudeApiClient.java1,124 HTTP client,

SYSTEM_PROMPT (v3: JALX

section, Section 6.7), request

builder, auto-fix retry.

aos/claude/ClaudeTerminalPanel.java--- JPanel chat UI (JTextArea +

JTextField + Send).

aos/claude/ClaudeTerminalFrame.java--- JInternalFrame wrapper,

dockable in Desktop.
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aos/claude/ClaudeLauncher.java--- Singleton; openTerminal(),

notifyFileCreated(), ...

aos/jalgenerics/JalGenericsPreprocessor.java700 Span classifier, strip(), restore(),

erase, helpers.

aos/jalgenerics/JalAnnotationPreprocessor.java239 Strip/restore Java annotations

(@Override, etc.).

aos/jalgenerics/JalForEachPreprocessor.java247 Transform/restore enhanced

for-each loops.

aos/jalgenerics/JalLambdaPreprocessor.java315 Strip/restore lambda expressions

and method references.

aos/jalgenerics/JalGenericsHook.java490 Four-phase pipeline, shadow

cache, preprocess + postprocess

(v2).

aos/jalgenerics/PlanTemplateExpander.java624 Template discovery, iterative

specialisation, argv rewrite; v3:

named instantiation, value

parameters, restored

modification times (Section 4.9).

aos/jalgenerics/JalGenericsHook.java527 Phase 0 (JALX), restored

modification times, JALX-aware

shadow detection,

hasJalSources.

aos/jalx/Jalx.java 355 JALX hook API, model of

beliefsets and plans, error

reporting, command-line

translator; one canonicalisation

per file (Section 4.9.5).

aos/jalx/JalxTranslator.java 634 Per-file translation: #inherit,

#around, #assumes, named

arguments, _, exists, checks.

aos/jalx/JalxText.java 185 Literal/comment masking,

bracket matching, argument

splitting, line-preserving

collapse.
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aos/jalx/JalxCogProcess.java 126 Runs CoJACK's CogProcess

over JALX-translated and

template-expanded sources (pass

2 of a CoJACK build).

tests/jalx/run_jalx_tests.py 249 14-case JALX test suite, run

against the built jar.

aos/other/MainImproved.java +20 lines Skip .java from JAL input; wrap

JackCompile.main with the

hook; v3: skip JAL when only

templates were passed.

aos/jack/ed/orrrdICl.java +4 lines Claude Terminal menu item;

notifyFileCreated from

initChild().

aos/jack/ed/ouucssuo.java +3 lines notifyCompilationStarted /

notifyCompilationComplete

around compile.

build.sh / build.bat --- Three-step build (compile +

restore originals + integration

recompile).
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